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1 Introduction
I am broadly interested in Bayesian methods that are computationally efficient to implement on high-
dimensional data and that provide strong theoretical guarantees. My research experience and my future
research agenda can be categorized into several main focuses:

• flexible (nonparametric/semiparametric) methods that relax strong parametric assumptions

• scalable algorithms for Bayesian computation

• Bayesian inference for high-dimensional data

In the era of “big data,” it has become increasingly important for statistical methods to provide greater
flexibility while retaining interpretability, predictive accuracy, and theoretical soundness. Bayesian statis-
ticians must also be prepared to address concerns from practitioners about computational speed and
scalability. In my research, I aim to play a key role in these efforts. To date, I have completed five
first-author manuscripts. I also have a sixth first-author paper and one second-author manuscript in
progress. These manuscripts are detailed in Section 2. In Section 3, I describe several of my future
research directions.

2 Research Accomplishments and Ongoing Work
2.1 Postdoctoral Research: Bayesian Nonparametrics and Bias Reduction
For my postdoctoral research, I have worked on Bayesian nonparametric models and bias reduction in
meta-analysis, under the direction of my postdoc mentors Dr. Yong Chen and Dr. Mary Boland.

Sparse additive regression. In the first project, I considered the nonparametric additive model,

yi = f1(xi1) + . . .+ fp(xip) + εi, εi
iid∼ N (0, σ2). (1)

Under (1), each of the unknown fj ’s is approximated with a basis expansion, or a linear combination of
basis functions, i.e.

fj(xij) ≈
d∑

k=1
gjk(xij)βjk. (2)

Under sparsity assumptions, most of the fj ’s are fj = 0. With my co-first authors Dr. Gemma Moran
and Dr. Joseph Antonelli, we developed a new Bayesian approach for sparse estimation in (1). Namely,
we introduced the spike-and-slab group lasso (SSGL) prior, which shrinks most of the weight vectors
βj = (βj1, . . . , βjd)′ in (2) towards 0d (and thus, most of the fj ’s are estimated as f̂j = 0). Under the
SSGL model, the global posterior mode is exactly sparse, thresholding entire groups of basis coefficients
to 0d. Meanwhile, the SSGL avoids the estimation bias of the original group lasso [14] and automatically
adapts to the underlying sparsity level through a non-separable beta-Bernoulli prior.

In our paper, we derived a very fast block coordinate ascent algorithm that has computational
complexity O(np) and that avoids the heavy computational cost of MCMC in high dimensions. In
addition, we developed new inference procedures for uncertainty quantification, extended our model to
identify significant nonlinear interactions frs(xir, xis), and investigated the large sample properties of
our model. This paper is under invited revision for Journal of the American Statistical
Association [6]: arXiv:1903.01979.

Varying coefficient models with basis expansions. In my second postdoc paper, I developed a new
Bayesian method for the nonparametric varying coefficient model,

yi(t) =
p∑

k=1
xik(t)βk(t) + εi(t), i = 1, . . . , n, t ∈ T , (3)
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where T is a time continuum and yi(t) and xik(t) are time-varying responses and covariates respectively.
The model (3) is widely used in longitudinal data analysis and functional data analysis. Under (3), the
βk(t)’s are smooth functions of time (possibly βk(t) = 0 for all t ∈ T ), and our primary interest is in
estimation and variable selection from the βk(t)’s, k = 1, . . . , p.

In this paper, I introduced the nonparametric varying coefficient spike-and-slab lasso (NVC-SSL)
model. The NVC-SSL model can be implemented using a very efficient and scalable expectation-
maximization (EM) algorithm, thus avoiding the computational intensiveness of MCMC when p� n. I
also relaxed the assumption of homoscedastic, independent errors and allowed εi(t) to be a zero mean
Gaussian process with temporal correlations. Many existing high-dimensional varying coefficient models
ignore the within-subject temporal correlations, which can lead to misleading results. Finally, I derived
the first theoretical results for high-dimensional Bayesian NVC-SSL models. This paper is under
invited revision for Journal of the American Statistical Association [4]: arXiv:1907.06477.

Varying coefficient models with Bayesian additive regression trees (BART). In this project,
on which I am the second author, we extended Bayesian additive regression trees (BART) [9] to the
varying coefficient regression model:

yi =
p∑

k=1
βk(z)xik + εi(z), i = 1, . . . , n, z ∈ RR, (4)

where in contrast to (3), we allow the response in (4) to be a function of a multivariate vector of effect
modifiers, z ∈ RR, with R > 1. For example, z could be composed of many modifiers, such as time
and spatial location. BART is useful for multivariate varying-coefficient problems because it makes
minimal structural assumptions about z and because it requires significantly less tuning than competing
methods. We developed a new procedure using Bayesian additive trees called VC-BART, derived a
straightforward Bayesian backfitting algorithm, and proved the first theoretical results for BART in the
functional regression setting. This paper is currently in preparation [11].

Bias reduction in meta-analysis. In meta-analysis, a big problem is publication bias, or the tendency
to publish studies with significant findings [10]. The objective of bias reduction is to recover an accurate
estimate of a population treatment effect in the presence of such bias. I have developed a new Bayesian
method which: a) unifies testing for the presence of publication bias and estimation of unknown pa-
rameters (through the posterior), and b) which offers robustness against strong assumptions about the
distribution of the between-study random effects. This paper is currently in preparation [5].

2.2 PhD Research: High-Dimensional Models with Scale-Mixture Shrinkage
Priors

For my doctoral research, I completed three papers on scale-mixture shrinkage priors under the direction
of my PhD advisor Dr. Malay Ghosh. Suppose that θ = (θ1, . . . , θm)′ is an unknown parameter of
interest. Scale-mixture shrinkage priors take the form,

θi|ω2
i ∼ N (0, ω2

i ), ω2
i ∼ π(ω2

i ), i = 1, . . . ,m. (5)

These priors are well-suited for Bayesian sparse modeling because they contain both heavy mass around
zero (to model sparsity) and heavy tails (to identify nonneglible coefficients).

Multivariate regression. My first PhD project involved extending scale-mixture shrinkage priors (5)
to multivariate regression,

Yn×q = Xn×pBp×q + En×q, (6)

where E = (ε1, ..., εn)T is an n× q noise matrix where εi
i.i.d.∼ Nq(0,Σ), i = 1, ..., n. I extended shrinkage

priors to multivariate settings by allowing shrinkage of entire rows of B in (6) to 0T
q . This facilitates

both sparse estimation of coefficients matrix B and variable selection from the p covariates. I also de-
veloped a Gibbs sampling algorithm for our method that scales linearly in time with the number of
covariates p. Moreover, I proved posterior consistency for our method when p grows at nearly expo-
nential rate with n. This paper was published in the Journal of Multivariate Analysis [1]:
doi:10.1016/j.jmva.2018.04.010.

My other two PhD papers investigated the beta prime density, π(x) = xa−1(1 + x)−a−b/B(a, b), as the
scale parameter for ω2

i in (5). I called this model the normal-beta prime prior.
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Large-scale multiple hypothesis testing and “large p, small n” linear regression. My second
PhD paper investigated the normal-beta prime (NBP) prior in the context of hypothesis testing of a
multivariate normal mean y ∼ N (θ, I). Here, the goal is to identify the significant signals in y by
testing for nonnull entries in θ. In this paper, I developed a testing procedure using the NBP prior and
showed that the procedure has the Bayes oracle property [8] when the underlying θ is sparse. That is,
under appropriate sparsity conditions and taking our risk function to be the total expected number of
misclassified tests (Type I and Type II errors), our procedure asymptotically achieves the lowest possible
risk. This paper was published in Statistics [3]: doi:10.1080/02331888.2019.1662017.

In my third paper, I extended the normal-beta prime (NBP) model to the linear regression model,

y = Xβ + ε, ε ∼ Nn(0, σ2I),

focusing specifically on the scenario where β ∈ Rp and p > n. By endowing the regression coefficients β
with the NBP prior, I showed that the NBP model achieves the (near) minimax posterior contraction rate
under sparsity. Further, I developed a self-adaptive (empirical Bayes) NBP model that automatically
learns the true sparsity pattern from the data and that avoids the need for tuning hyperparameters by
the user. This empirical Bayes approach can be easily incorporated into MCMC and variational inference
algorithms. This paper is forthcoming in Statistica Sinica [2]: doi:10.5705/ss.202019.0037.

3 Future Research Agenda
3.1 Bayesian Semiparametric/Nonparametric Modeling
For my future research, I hope to continue working on high-dimensional Bayesian nonparametric and
semiparametric models that are both computationally efficient to implement and that provide rigorous
theoretical guarantees. While the methods that I developed as a postdoc work well for nonlinear mod-
eling, they could be made even more flexible by allowing for a combination of both linear and nonlinear
effects on the response of interest. To this end, I am currently collaborating with several researchers to
extend my methods to be applicable for partially linear models.

I am also working on further extensions to Bayesian additive regression trees (BART) [9]. One of my
ongoing projects is extending the VC-BART model [11] described in Section 2 to the high-dimensional
setting where p� n and where it is of primary interest to perform feature selection from the p functional
components. I am also interested in extending BART in other directions, particularly within the contexts
of functional and longitudinal data analysis.

3.2 Scalable Bayesian Computation with Uncertainty Quantification
I am also interested in exploring Bayesian methods that are both scalable and that give reliable un-
certainty quantification. For my two postdoc papers, I specifically targeted posterior modal estimation
using EM-type algorithms. Although this achieved massive computational gains, I ultimately sacrificed
uncertainty quantification with the full posterior.

To address this issue, I am interested in both variational inference (VI) and approximate MCMC (aM-
CMC). Variational inference is much more scalable than MCMC, but VI algorithms are prone to termi-
nating at suboptimal local solutions, and they often underestimate the posterior variance [7]. Meanwhile,
full posterior sampling using vanilla MCMC can be slow in very high dimensions. However, aMCMC
methods have the potential to make MCMC more scalable, while retaining the benefits of traditional
MCMC [12]. I hope to work on developing more robust VI and aMCMC algorithms in my future research.

3.3 Robust Bayesian Methods
For dependent data such as longitudinal and spatial data, it can be difficult to correctly specify cor-
relation structure and/or to write a full likelihood function. In the frequentist framework, a common
approach to working around this issue is to use generalized estimating equations (GEEs) [13]. GEEs are
convenient because they circumvent the need to specify a likelihood, and moreover, they are robust to
misspecification of correlation structure. The literature on the use of GEEs in the Bayesian framework
is sparse, largely because Bayesian models traditionally require specifying a likelihood. In my future
research, I hope to bridge these two separate paradigms. While one can certainly replace complicated
likelihood functions with simple approximations (“quasi-likelihoods”) in the Bayesian framework, care
must be taken to ensure things like posterior consistency and propriety of the quasi-posterior.
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